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Venue Map

2

Statistics

3

Overall Layout
Day 1 (Wed 25 Nov, 2020)

Day 2 (Thu 26 Nov, 2020)

Day 3 (Fri 27 Nov, 2020)

08:50 – 09:00

Opening (MYLT102)

09:00 – 09:30
09:30 – 10:00

Keynote 1
Mengjie Zhang

Keynote 2
Karan Singh

Keynote 4
Taehyun Rhee

10:00 – 10:30

Morning tea (MY154)

Morning tea (MY154)

Morning tea (MY154)

Session 1
Short Presentations

Session 4
Short Presentations

Lunch (MY154)

Lunch (MY154)
(NZRAS AGM)

10:30 – 11:00
11:00 – 11:30
11:30 – 12:00
12:00 – 12:30
12:30 – 13:00
13:00 – 13:30
13:30 – 14:00
14:00 – 14:30

Session 2
Long Presentations

14:30 – 15:00
15:00 – 15:30

Keynote 3
Andrea Tagliasacchi

Session 7
Long Presentations

Closing
Lunch (MY154)

Session 5
Short Presentations

Afternoon tea (MY154)

Afternoon tea (MY154)

Session 3
Long Presentations

Session 6
Long Presentations

15:30 – 16:00
16:00 – 16:30
16:30 – 17:00
17:00 – 17:30
17:30 – 18:00
18:00 – 18:30
18:30 – 19:00
19:00 – 19:30
19:30 – 20:00
20:00 – 20:30

Reception
Te Toki a Rata (TTR Foyer)
Conference dinner
(Milk & Honey)

20:30 – 21:00

•
•
•
•

Keynotes and paper presentations will take place in Murphy building (room MYLT102)
Morning tea/Lunch/Afternoon tea will take place in the Murphy building foyer (MY154)
The reception will take place in the Te Toki a Rata building foyer (TTR)
The conference dinner will take place at Milk and Honey
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•
•
•
•
•
•
•
•
•
•
•
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•
•
•
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•
•
•
•
•
•
•
•
•
•
•
•
•
•
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Keynote 1: Evolutionary Deep Learning and Applications
to Image Classification
Speaker: Prof. Mengjie Zhang
Time: 9:00 – 10:00 Wednesday 25 November 2020
Chair: Bing Xue
About the Keynote Speaker

Mengjie Zhang is a Fellow of Royal Society of New Zealand, a Fellow of IEEE, an IEEE
Distinguished Lecturer, currently Professor of Computer Science at Victoria University of
Wellington, where he heads the interdisciplinary Evolutionary Computation Research
Group. He is a member of the University Academic Board, a member of the University
Postgraduate Scholarships Committee, a member of the Faculty of Graduate Research Board
at the University, Associate Dean (Research and Innovation) in the Wellington Faculty of
Engineering, and Chair of the Research Committee of the Faculty of Engineering and School
of Engineering and Computer Science.
His research is mainly focused on artificial intelligence (AI), machine learning and big data,
particularly in evolutionary computation and learning (using genetic programming, particle
swarm optimisation and learning classifier systems), feature selection/construction and big
dimensionality reduction, computer vision and image processing, job shop scheduling and
resource allocation, multi-objective optimisation, classification with unbalanced data and
missing data, and evolutionary deep learning and transfer learning. Prof Zhang has published over 500 research papers in
refereed international journals and conferences in these areas. He has been serving as an associated editor or editorial
board member for over ten international journals including IEEE Transactions on Evolutionary Computation, IEEE
Transactions on Cybernetics, IEEE Transactions on Emergent Topics in Computational Intelligence, ACM Transactions on
Evolutionary Learning and Optimisation, the Evolutionary Computation Journal (MIT Press), Genetic Programming and
Evolvable Machines (Springer), Applied Soft Computing, Natural Computing, and Engineering Applications of Artificial
Intelligence, and as a reviewer of over 30 international journals. He has been involving major AI and EC conferences such as
GECCO, IEEE CEC, EvoStar, AAAI, PRICAI, PAKDD, AusAI, IEEE SSCI and SEAL as a Chair. He has also been serving as a steering
committee member and a program committee member for over 100 international conferences. Since 2007, he has been
listed as one of the top ten (currently No. 4) world genetic programming researchers by the GP bibliography
(http://www.cs.bham.ac.uk/~wbl/biblio/gp-html/index.html).
Prof Zhang is the (immediate) past Chair of the IEEE CIS Intelligent Systems Applications, the IEEE CIS Emergent Technologies
Technical Committee and the IEEE CIS Evolutionary Computation Technical Committee, a vice-chair of the IEEE CIS Task
Force on Evolutionary Feature Selection and Construction, a vice-chair of the IEEE CIS Task Force on Evolutionary Computer
Vision and Image Processing, and the founding chair of the IEEE Computational Intelligence Chapter in New Zealand.

Abstract

Image classification problems occur in our everyday life. Recognising faces in digital images and diagnosing medical
conditions from X-Ray images are just two examples of the many important tasks for which we need computer based image
classification systems. Since the 1980s, many image analysis algorithms have been developed. Among those algorithms,
deep learning particularly deep convolutional neural networks have received very good success and attracted attentions to
industry people and researchers in computer vision and image processing, neural networks, and machine learning. However,
there are at least three major limitations in deep convolutional neural networks: (1) the learning architecture including the
number of layers, the number of feature maps in each layer and the number of nodes in each feature map are still very
much determined manually via "trial and error", which requires a large amount of hand-crafting/trial time and good domain
knowledge. However, such experts are hard to find in many cases, or using such expertise is too expensive. (2) Almost all
the current deep learning algorithms need a large number of examples/instances (e.g. AlphaGo used over 30 million
instances) that many problems do not have. (3) Those algorithms require a huge computational cost that big companies
such as Google, Baidu, and Microsoft can cope well but most universities and research institutions cannot.
To address these limitations, evolutionary computation techniques start playing a significant role for automatically
determining deep structures, transfer functions and parameters to tackle image classification tasks, and have great potential
to advance the developments of deep structures and algorithms. This talk will provide an extended view of deep learning,
overview the state-of-the-art work in evolutionary deep learning using Genetic Algorithms (GAs), Particle Swarm
Optimisation (PSO) and Differential Evolution (DE). In addition, we will discuss some recent developments using Genetic
Programming (GP) to automatically evolving deep structures and feature construction for image recognition with a highlight
of the interpretation capability and visualisation of constructed features.
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Keynote 2: Expressive Facial Modeling and Animation
Speaker: Prof. Karan Singh
Time: 9:00 – 10:00 Thursday 26 November 2020
Chair: Andrew Chalmers

About the Keynote Speaker
Karan Singh is a Professor of Computer Science at the University of Toronto. He
co-directs a globally reputed graphics and HCI lab, DGP, has over 100 peerreviewed publications, and has supervised over 40 MS/PhD theses.
His research interests lie in interactive graphics, spanning art and visual
perception, geometric design and fabrication, character animation and
anatomy, and interaction techniques for mobile, Augmented and Virtual Reality
(AR/VR).
He has been a technical lead for the Oscar award winning software Maya and
was the R&D Director for the 2004 Oscar winning animated short Ryan. He has
co-founded multiple companies including Arcestra (architectural design), JALI
(facial animation), and JanusVR (Virtual Reality).
ACM involvement:
• ACM SIGGRAPH student volunteer in 1992
• Pioneer member of ACM SIGGRAPH and SIGCHI since 2002
• Program or conference chair of ACM sponsored conferences Symposium of Computer Animation
(SCA 2002), Symposium of Applied Perception (SAP 2014), and Sketch-Based Interfaces and Modeling
(SBIM 2008 and SBIM 2012)
Abstract
Humans are hard-wired to see and interpret minute facial detail. The rich signals we extract from facial
expressions imposes high expectations for computer generated facial imagery. This talk focuses on the
science and art of expressive facial animation. Specifically, aspects of facial anatomy, biomechanics,
linguistics and perceptual psychology will be used to motivate and describe the construction of geometric
face rigs, and techniques for the animator-centric creation of emotion, expression and speech animation
from input images, audio and video.
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Keynote 3: One Ring Representation to Rule Them All
Speaker: A/Prof. Andrea Tagliasacchi
Time: 13:00 – 14:00 Thursday 26 November 2020
Chair: Ramesh Rayudu

About the Keynote Speaker
Andrea Tagliasacchi is a staff research scientist at Google Brain and an adjunct
faculty in the computer science department at the University of Toronto. His
research focuses on 3D perception, which lies at the intersection of computer
vision, computer graphics and machine learning.
In 2018, he was invited to join Google Daydream as a visiting faculty and
eventually joined Google full time in 2019. Before joining Google, he was an
assistant professor at the University of Victoria (2015-2017), where he held the
"Industrial Research Chair in 3D Sensing".
His alma mater include EPFL (postdoc) SFU (PhD, NSERC Alexander Graham Bell
fellow) and Politecnico di Milano (MSc, gold medalist).
Abstract
Synthesizing photorealistic images has historically been the core objective of Computer Graphics. Yet, thanks
to deep learning, vision researchers have recently shown that it is possible to synthesize visual content of
quality that is sufficient to fool the human eye. The pivotal point has been to discount the role of polygonal
meshes in learning – the 3D representation that has dominated the last 30 years of computer graphics R&D.
This has been made possible by marrying ideas from traditional computer graphics (volume rendering) with
modern deep learning (functions stored within networks). These representations are not only amenable to
unsupervised end-to-end learning from raw imagery (easy to differentiate), but also do not suffer the curse
of dimensionality (easy to store). However, the computational toolbox to operate on such representations
is still rather limited, therefore restricting their usage in practical applications. My research addresses this
issue by bridging the gap between deep learning and contemporary Computer Graphics, developing hybrid
representations that inherit benefits from both worlds. At the same time, I look at this problem from a
Computer Vision perspective, as we seek representations that are structured, where the concept of objects
within scenes should be learnt autonomously. Overall, by jointly tackling the problem from a Graphics and
Vision perspective, my hope is to develop 3D deep representations where one is not forced to choose
between artistic controllability and visual fidelity.

8

Keynote 4: Cinematic XR – Teleport into the Video
Speaker: A/Prof. Taehyun Rhee
Time: 9:00 – 10:00 Friday 27 November 2020
Chair: Harith Al-Sahaf

About the Keynote Speaker
Taehyun James (TJ) Rhee is a director of the Computational Media Innovation
Centre (CMIC) at Wellington Faculty of Engineering, and Associate Professor at
Victoria University of Wellington, New Zealand.
He is a founder of the Victoria Computer Graphics Programme, founder/director
of the Victoria Computer Graphics Research Lab, and a founder of the Mixed
Reality startup, DreamFlux.
His current research activities are focused on developing future media
technology and platform; cinematic XR including real-time lighting, rendering,
composition in virtual, augmented, and mixed reality; virtual teleportation;
immersive remote collaboration; immersive visualization and interaction; and
human digital content interaction.
He is highly interested in prototyping the research outcome into potential commercial products and
platforms; a winner of 2018 Researcher Entrepreneur Award by Kiwinet.
He is serving for the Computer Graphics community as a conference chair of Pacific Graphics 2020 and 2021,
executive committee of Asia Graphics Association, and SIGGRAPH Asia 2018 Virtual and Augmented Reality
programme chair.
Before joining Victoria in 2012, he was a principal researcher and senior manager in the Mixed Reality Group,
Future IT Centre at Samsung (2008-2012). He was also a senior researcher/researcher of Research Innovation
Center at Samsung Electronics (1996-2003).
Abstract
New Zealand is well known for beautiful real nature contributed to live action background for many movies
and commercials. A strong post processing pipeline for Computer Graphics and Visual Effect has been built,
attract global talents and investment into the country.
Recent advancement of hardware and software technology changed the traditional movie watching
experience with immersion and interaction toward presence at the story. Convergence of the immersive,
interactive, and intelligent technology produces new opportunity to foster the future digital media.
This talk will present recent research in immersive, interactive, and intelligent media technology. We will
introduce research in image-based lighting, mixed reality rendering, image reconstruction, and realistic
composition, which has been contributed to high fidelity mixed reality in films, games, and XR applications.
Convergence of the solutions provides a novel Cinematic XR platform allowing the user’s illusion to teleport
and interact with the scene objects in the video due to the coherent illumination, shadows, and seamless
blending between real and virtual scene computed in real-time. Inverse rendering technology to estimate
scene environment using machine learning will be further presented to provide solutions for the mobile
platform.
The recent extension to adapt high-speed network and live streaming, provides a novel platform for
immersive telecollaboration. Finally, we will introduce a novel asymmetric system, Augmented Virtual
Teleportation (AVT), which converge virtual reality (VR) and augmented reality (AR) into a high-fidelity mixed
reality (MR) space in live. It will be able to realise telepresence into the video and immersive interaction to
connect people in distance. Possible applications and extensions will be further discussed at the talk.
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Sessions: Day 1 (Wednesday 25 Nov, 2020)
Chair
Prof. Donald Bailey

Session 1
10:30 – 10:40
*

(1)

10:40 – 10:50

(10)

10:50 – 11:00
*

(17)

11:00 – 11:10
*

(25)

11:10 – 11:20

(35)

11:20 – 11:30

(39)

11:30 – 11:40

(45)

11:40 – 11:50

(79)

11:50 – 12:00

(98)

Chair
A/Prof. Patrice Delmas
(22)

13:15 – 13:30

(23)

13:30 – 13:45

(37)

13:45 – 14:00

(48)

14:00 – 14:15

(49)

14:15 – 14:30

(67)

14:30 – 14:45
*

(68)

14:45 – 15:00

(112)

Time
10:30 – 12:00

PProCRC: Probabilistic Collaboration of Image Patches for Fine-grained Classification
Tapabrata Chakraborti, Brendan McCane, Steven Mills and Umapada Pal
(Local time: Tue 24 Nov 2020 21:30 – 21:45)
Deep Learning Methods for Human Behavior Recognition
Jia Lu, Minh Nguyen and Weiqi Yan
A fair comparison of the EEG signal classification methods for alcoholic subject identification
Mohammad Awrangjeb, Jardel Rodrigues, Bela Stantic and Vladimir Estivill-Castro
(Local time: Wed 25 Nov 2020 7:50 – 8:00)
Improving the Efficient Neural Architecture Search via Rewarding Modifications
Ignazio Gallo, Gabriele Magistrali, Nicola Landro and Riccardo La Grassa
(Local time: Tue 24 Nov 2020 23:00 – 23:10)
Comparison of Face Detection Algorithms on Mobile Devices
Yishi Guo and Burkhard Wuensche
Human Action Recognition Using Deep Learning Methods
Zeqi Yu and Wei Qi Yan
Vehicle-Related Scene Segmentation Using CapsNets
Xiaoxu Liu, Wei Qi Yan and Nikola Kasabov
Evaluating Learned State Representations for Atari
Adam Tupper and Kourosh Neshatian
Heating Patterns Recognition in Industrial Microwave-Processed Foods
Sowmya Kasturi, Steven Le Moan and Donald Bailey

Session 2
13:00 – 13:15
*

Type
Short

Type
Long

Time
13:00 – 15:00

Introducing Transfer Learning to 3D ResNet-18 for Alzheimer's Disease Detection on MRI Images
Amir Ebrahimi, Suhuai Luo and Raymond Chiong
(Local time: Wed 25 Nov 2020 11:00 – 11:15)
Image Metrics for Deconvolution of Satellites in Low Earth Orbit
Sierra Hickman, Vishnu Anand Muruganandan, Stephen Weddell and Richard Clare
Variational Autoencoder for 3D Voxel Compression
Juncheng Liu, Steven Mills and Brendan McCane
Predicting Cherry Quality Using Siamese Networks
Yerren van Sint Annaland, Lech Szymanski and Steven Mills
Deep Sheep: kinship assignment in livestock from facial images
Lech Szymanski and Michael Lee
Real Time Ray Tracing of Analytic and Implicit Surfaces
Finn Petrie and Steven Mills
Automated Monitoring in Maritime Video Surveillance System
Mrunalini Nalamati, Nabin Sharma, Saqib Muhammad and Michael Blumenstein
(Local time: Wed 25 Nov 2020 12:30 – 12:45)
Classifying Bird Feeder Photos
Sarah Kennelly and Richard Green

* Remote presentation.
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Chair
A/Prof. Michael Hayes

Session 3
15:30 – 15:45

(14)

15:45 – 16:00

(18)

16:00 – 16:15

(33)

16:15 – 16:30

(34)

16:30 – 16:45

(66)

16:45 – 17:00
*

(74)

17:00 – 17:15

(75)

17:15 – 17:30
*

(111)

Type
Long

Time
15:30 – 17:30

Wavefront reconstruction with the cone sensor
Richard Clare, Byron Engler and Stephen Weddell
A Wavefront Sensorless Tip/Tilt Removal method for Correcting Astronomical Images
Parham Taghinia Jelodari, Vishnu Anand Muruganandan, Richard Clare and Stephen Weddell
A Tip-Tilt Mirror Control System for Partial Image Correction at UC Mount John Observatory
Jiayu Liu, Vishnu Anand Muruganandan, Richard Clare, Mar´ıa Cruz Ram´ırez Trujillo and Stephen
Weddell
Fast Portrait Segmentation of the Head and Upper Body
Seng Cheong Loke, Bruce A. MacDonald, Matthew Parsons and Burkhard C. Wünsche
Defects Detection in Highly Specular Surface using a Combination of Stereo and Laser
Reconstruction
Arpita Dawda and Minh Nguyen
Evolutionary Algorithm Based Residual Block Search for Compression Artifact Removal
Rishil Shah
(Local time: Wed 25 Nov 2020 9:15 – 9:30)
Edge-Aware Convolution for RGB-D Image Segmentation
Rongsen Chen, Fang-Lue Zhang and Taehyun Rhee
A Graph-Based Approach to Automatic Convolutional Neural Network Construction for Image
Classification
Gonglin Yuan, Bing Xue and Mengjie Zhang
(Local time: Wed 25 Nov 2020 12:15 – 12:30)

* Remote presentation.
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Sessions: Day 2 (Thursday 26 Nov, 2020)
Chair
Prof. Rick Millane

Session 4
10:30 – 10:40

(13)

10:40 – 10:50

(15)

10:50 – 11:00

(51)

11:00 – 11:10
*

(52)

11:10 – 11:20
*

(62)

11:20 – 11:30

(77)

11:30 – 11:40

(89)

11:40 – 11:50

(92)

11:50 – 12:00

(113)

(40)

14:10 – 14:20

(58)

14:20 – 14:30
*

(96)

14:30 – 14:40
*

(7)

14:40 – 14:50
*

(42)

14:50 – 16:00
*

(53)

Time
10:30 – 12:00

Deep Learning Methods for Virus Identification From Digital Images
Luxin Zhang and Wei Qi Yan
A rapid method of hypercube stitching for snapshot multi-camera system
Yash Dixit, Mahmoud Al-Sarayreh, Cameron Craigie and Marlon M. Reis
Automatically localising ROIs in hyperspectral images using background subtraction techniques
Munir Shah, Vanessa Cave and Marlon dos Reis
A machine learning approach for image retrieval tasks
Achref Ouni
(Local time: Wed 25 Nov 2020 23:00 – 23:10)
Wavelet Based Thresholding for Fourier Ptychography Microscopy
Nazabat Hussain, Mojde Hasanzade, Dag Werner Breiby and Muhammad Nadeem Akram
(Local time: Wed 25 Nov 2020 23:10 – 23:20)
A Review of Emerging Video Codecs: Challenges and Opportunities
Amal Punchihewa and Donald Bailey
Detection and classification of opened and closed flowers in grape inflorescences using Mask RCNN
Kapila Pahalawatta, Jaco Fourie, Amber Parker, Peter Carey and Armin Werner
Plant Trait Segmentation for Plant Growth Monitoring
Abhipray Paturkar, Gourab Sen Gupta and Donald Bailey
Salient Motion Features for Visual Attention Models
Aisha Ajmal, Harith Al-Sahaf and Christopher Hollitt

Session 5
14:00 – 14:10

Type
Short

Chair
Prof. Richard Green

Type
Short

Time
14:00 – 15:00

Machine Learning with Synthetic Data –a New Way to Learn and Classify the Pictorial Augmented
Reality Markers in Real-Time
Huy Le, Minh Nguyen and Weiqi Yan
Voice Interaction for Augmented Reality Navigation Interfaces with Natural Language Understanding
Junhong Zhao, Christopher James Parry, Rafael dos Anjos, Craig Anslow and Taehyun Rhee
An Optimisation Technique for the Detection of Safety Attributes Using Roadside Video Data
Pubudu Sanjeewani and Brijesh Verma
(Local time: Thu 26 Nov 2020 11:20 – 11:30)
AI in Photography: Scrutinizing Implementation of Super-Resolution Techniques in Photo-Editors
Noor Fatima
(Local time: Thu 26 Nov 2020 7:00 – 7:10)
Incorporating Human Body Shape Guidance for Cloth Warping in Model to Person Virtual Try-on
Problems
Debapriya Roy, Sanchayan Santra and Bhabatosh Chanda
(Local time: Thu 26 Nov 2020 7:10 – 7:20)
Pothole Detection and Dimension Estimation System using Deep Learning (YOLO) and Image
Processing
Pranjal Chitale, Hrishikesh Shenai, Jay Gala, Kaustubh Kekre and Ruhina Karani
(Local time: Thu 26 Nov 2020 7:20 – 7:30)

* Remote presentation.
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Chair
A/Prof. Will Browne

Session 6
15:30 – 15:45
*

(26)

15:45 – 16:00

(50)

16:00 – 16:15

(59)

16:15 – 16:30
*

(69)

16:30 – 16:45
*

(94)

16:45 – 17:00

(99)

17:00 – 17:15

(110)

17:15 – 17:30

(114)

Type
Long

Time
15:30 – 17:30

Leveraging Linguistically-aware Object Relationshs and NASNet for Image Captioning
Naeha Sharif, Mohammad Jalwana, Mohammed Bennamoun, Wei Liu and Syed Afaq Ali Shah
(Local time: Thu 26 Nov 2020 10:30 – 10:45)
Shadow-based Light Detection for HDR Environment Maps
Andrew Chalmers and Taehyun Rhee
Progress towards imaging biological filaments using X-ray free-electron lasers
Romain Arnal, David Wojtas and Rick Millane
Predicting physician gaze in clinical settings using optical flow and positioning
Arun Gopal Govindaswamy, Enid Montague, Daniela Raicu and Jacob Furst
(Local time: Wed 25 Nov 2020 21:15 – 21:30)
Isotropic Remeshing by Dynamic Voronoi Tessellation on Voxelized Surface
Ashutosh Soni and Partha Bhowmick
(Local time: Thu 26 Nov 2020 9:00 – 9:15)
Multi-View Stereo Evaluation for Fine Object Reconstruction
Casey Peat, Oliver Batchelor and Richard Green
Automatic Identification of Diatom Morphology using Deep Learning
Dana Lambert and Richard Green
Development of a Virtual Environment Based Image Generation Tool for Neural Network Training
Rodrigo Terpan Arenas, Patrice Delmas and Alfonso Gastelum Strozzi

* Remote presentation.
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Session: Day 3 (Friday 27 Nov, 2020)
Chair
Dr. Stephen Weddell

Session 7
10:30 – 10:45
*

(6)

10:45 – 11:00
*

(60)

11:00 – 11:15

(65)

11:15 – 11:30
*

(84)

11:30 – 11:45

(93)

11:45 – 12:00
*

(97)

12:00 – 12:15

(106)

12:15 – 12:30

(109)

Type
Long

Time
10:30 – 12:30

Image and Text fusion for UPMC Food-101 using BERT and CNNs
Ignazio Gallo, Gianmarco Ria, Nicola Landro and Riccardo La Grassa
(Local time: Thu 26 Nov 2020 22:30 – 22:45)
Confidence-based Local Feature Selection for Material Classification
Sixiang Xu, Damien Muselet, Alain Trémeau and Robert Laganière
(Local time: Thu 26 Nov 2020 22:45 – 23:00)
Visual Object Tracking in Spherical 360° Videos: A Bridging Approach
Simon Finnie, Fang-Lue Zhang and Taehyun Rhee
CoCoNet: A Collaborative Convolutional Network applied to fine-grained bird species classification
Tapabrata Chakraborty, Brendan McCane, Steven Mills and Umapada Pal
(Local time: Thu 26 Nov 2020 22:15 – 22:30)
History and Evolution of Single Pass Connected Component Analysis
Donald Bailey
Class Probability-based Visual and Contextual Feature Integration for Image Parsing
Basim Azam, Ranju Mandal, Ligang Zhang and Brijesh Verma
(Local time: Fri 27 Nov 2020 8:45 – 9:00)
Experimental Validation of Bias in Checkerboard Corner Detection
Matthew Edwards, Michael Hayes and Richard Green
Melanoma and Nevi Classification using Convolution Neural Network s
Robert Grove and Richard Green
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Abstracts
(1)

PProCRC: Probabilistic Collaboration of Image Patches for Fine-grained Classification
Tapabrata Chakraborti, Brendan McCane, Steven Mills and Umapada Pal
We present a conditional probabilistic framework for collaborative representation of image patches. It incorporates
background compensation and outlier patch suppression into the main formulation itself, thus doing away with the
need for pre-processing steps to handle the same. A closed form non-iterative solution of the cost function is derived.
The proposed method (PProCRC) outperforms earlier CRC formulations: patch based (PCRC, GP-CRC) as well as the
state-of-the-art probabilistic (ProCRC and EProCRC) on three fine-grained species recognition datasets (Oxford Flowers,
Oxford-IIIT Pets and CUB Birds) using two CNN backbones (Vgg-19 and ResNet-50).

(6)

Image and Text fusion for UPMC Food-101 using BERT and CNNs
Ignazio Gallo, Gianmarco Ria, Nicola Landro and Riccardo La Grassa
The modern digital world is becoming more and more multimodal, in fact, looking on the internet, images are often
associated with the text, so classification problems with these two modalities are very common. In this paper, we
examine multimodal classification using textual information and visual representations of the same concept. We
investigate two main basic methods to perform multimodal fusion and adapt them with stacking techniques to better
handle this type of problem. Here, we use UPMC Food-101, which is a difficult and noisy multimodal dataset that well
represents this category of multimodal problems. Our results show that the proposed early fusion technique combined
with a stacking-based approach exceeds the state of the art on the dataset used.

(7)

AI in Photography: Scrutinizing Implementation of Super-Resolution Techniques in Photo-Editors
Noor Fatima
Judging the quality of a photograph from the perspective of a photographer we can ascertain resolution, symmetry,
content, location, etc. as some of the factors that influence the proficiency of a photograph. The exponential growth in
the allurement for photography impels us to discover ways to perfect an input image in terms of the aforesaid
parameters. Where content and location are the immutable ones, attributes like symmetry and resolution can be
worked upon. In this paper, I prioritized resolution as our cynosure and there can be multiple ways to refine it. Image
super-resolution is progressively becoming a prerequisite in the fraternity of computer graphics, computer vision, and
image processing. It’s the process of obtaining high-resolution images from their low-resolution counterparts. In my
work, image super-resolution techniques like Interpolation, SRCNN (Super-Resolution Convolutional Neural Network),
SRResNet (Super Resolution Residual Network), and GANs (Generative Adversarial Networks: Super-Resolution GANSRGAN and Conditional GAN- CGAN) were studied experimentally for post-enhancement of images in photography as
employed by photo-editors, establishing the most coherent approach for attaining optimized super-resolution in terms
of quality.

(10)

Deep Learning Methods for Human Behavior Recognition
Jia Lu, Minh Nguyen and Weiqi Yan
In this paper, we investigate the problem of human behavior recognition by using the state-of-the-art deep learning
methods. In order to achieve sufficient recognition accuracy, both spatial and temporal information was acquired to
implement the recognition in this project. We propose a novel YOLOv4 + LSTM network, which yields promising results
for real-time recognition. For the purpose of comparisons, we implement Selective Kernel Network (SKNet) with
attention mechanism. The key contributions of this paper are: (1) YOLOv4 + LSTM network is implemented to achieve
97.87% accuracy based on our own dataset by using spatial-temporal information from pre-recorded video footages.
(2) The SKNet with attention model that earns the best accuracy of human behaviour recognition at the rate up to
98.7% based on multiple public datasets.

(13)

Deep Learning Methods for Virus Identification From Digital Images
Luxin Zhang and Wei Qi Yan
Given a group of electron microscopy images, virus recognition utilizing deep learning approaches from them is critical
at present, considering virus identification through human experts is slow and time-consuming, this research project
aims to develop deep learning methods for automatic virus detection. There are four viral species, namely, SARS, MERS,
HIV, and COVID-19. In this paper, we firstly examine virus morphological characteristics, and propose a novel loss
function which aims at the viruses on the given electron micrographs. We take into account of attention mechanism by
using digital images for virus locating and classification. In order to produce the most reliable estimate of bounding
boxes and classification for a virus object, we train and test five deep learning models: R-CNN, Fast R-CNN, Faster RCNN, YOLO, and SSD, based on our prior knowledge of virus electron microscopy. Additionally, in this project, we
illustrate the evaluation approaches. The conclusion reveals SSD and Faster R-CNN outperform in the virus
identification.
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(14)

Wavefront reconstruction with the cone sensor
Richard Clare, Byron Engler and Stephen Weddell
The pyramid wavefront sensor subdivides the complex field at the focal plane of the telescope, producing four images
of the aperture, from which the wavefront phase can be estimated. The cone wavefront sensor is the extension of the
pyramid sensor to having an infinite number of sides, and produces an annulus of intensity. We propose and compare
the following methods for reconstructing the wavefront from the intensity measurements from the cone sensor: (1)
use the entire aperture image, (2) use the pixels inside the intensity annulus only, (3) create a map of slopes by
subtracting the slice of annulus 180 degrees opposite, (4) create x and y slopes by cutting out pseudo-apertures around
the annulus, and (5) use the inverse Radon transform of the intensity annulus converted to polar co-ordinates. We find
via numerical simulation with atmospheric phase screens that methods (1) and (2) provide the best wavefront estimate,
methods (3) and (4) the smallest interaction matrices, while method (5) allows direct reconstruction without an
interaction matrix.

(15)

A rapid method of hypercube stitching for snapshot multi-camera system
Yash Dixit, Mahmoud Al-Sarayreh, Cameron Craigie and Marlon M. Reis
Snapshot hyperspectral imaging (HSI) systems are rapid and ultra-compact making them potential candidate for realtime food analysis. However, the existing technology limits the working wavelength range of these cameras requiring
multiple cameras to cover a wider spectral range. We present a rapid hypercube stitching method which generates an
efficiently stitched hypercube from two different HSI cameras providing a wider spectral range as well as spatial
information. It shows reliability and robustness over the manual stitching. The method was able to successfully stitch
respective hypercubes from near-infrared (NIR) and visible (Vis) cameras producing much lower number of nonoverlapping pixels between the hypercubes then would be possible with manual stitching. We demonstrate the
application of our method for stitching the hypercubes (NIR and Vis) for 32 beef samples analyzing the stitching
efficiency and reliability of spectral information.

(17)

A fair comparison of the EEG signal classification methods for alcoholic subject identification
Mohammad Awrangjeb, Jardel Rodrigues, Bela Stantic and Vladimir Estivill-Castro
The electroencephalogram (EEG) signal, which records the electrical activity in the brain, is useful for assessing the
mental state of the alcoholic subject. Since the public release of an EEG dataset by the University of California, Irvine,
there have been many attempts to classify the EEG signals of `alcoholic' and `healthy' subjects. These classification
methods are hard to compare as they use different subsets of the dataset and many of their algorithmic settings are
unknown. The comparison of their published results using the inconsistent and unknown information is unfair. This
paper attempts a fair comparison by presenting a level playing field where a public subset of the dataset is employed
with known algorithmic settings. Two recently proposed high performing EEG signal classification methods are
implemented with different classifiers and cross-validation techniques. While compared it is observed that the wavelet
packet decomposition method with the Naive Bayes classifier and $k$-fold cross validation technique outperforms the
other method.

(18)

A Wavefront Sensorless Tip/Tilt Removal method for Correcting Astronomical Images
Parham Taghinia Jelodari, Vishnu Anand Muruganandan, Richard Clare and Stephen Weddell
Images of astronomical objects captured by groundbased telescopes are distorted due to atmospheric turbulence. The
phase of the atmospheric aberration is traditionally estimated by a wavefront sensor (WFS). This information is utilised
by a deformable mirror through a control system to restore the image. However, in this paper, we utilise wavefront
sensorless (WFSL) methods in which the wavefront sensor is absent. Given that the largest share of atmospheric
turbulence energy is contained in the 2-axial tilt for small aperture telescopes, we use WFSL to specifically remove these
two modes. This method is shown to be efficient in terms of both speed and accuracy.

(22)

Introducing Transfer Learning to 3D ResNet-18 for Alzheimer's Disease Detection on MRI Images
Amir Ebrahimi, Suhuai Luo and Raymond Chiong
This paper focuses on detecting Alzheimer’s Disease (AD) using the ResNet-18 model on Magnetic Resonance Imaging
(MRI). Previous studies have applied different 2D Convolutional Neural Networks (CNNs) to detect AD. The main idea
being to split 3D MRI scans into 2D image slices, so that classification can be performed on the image slices
independently. This idea allows researchers to benefit from the concept of transfer learning. However, 2D CNNs are
incapable of understanding the relationship among 2D image slices in a 3D MRI scan. One solution is to employ 3D CNNs
instead of 2D ones. In this paper, we propose a method to utilise transfer learning in 3D CNNs, which allows the transfer
of knowledge from 2D image datasets to a 3D image dataset. Both 2D and 3D CNNs are compared in this study, and our
results show that introducing transfer learning to a 3D CNN improves the accuracy of an AD detection system. After
using an optimisation method in the training process, our approach achieved 96.88% accuracy, 100% sensitivity, and
93.75% specificity.
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(23)

Image Metrics for Deconvolution of Satellites in Low Earth Orbit
Sierra Hickman, Vishnu Anand Muruganandan, Stephen Weddell and Richard Clare
Satellites and space debris clutter low Earth orbital paths. This causes concerns for future launches as the clutter
increases the probability of in-orbit collisions. Therefore, it is important to track and characterise these objects.
However, the Earth’s atmosphere distorts images collected from ground-based telescopes. The blurring effects of the
atmosphere can be reduced through post-processing deconvolution to improve the images of satellites and space
debris. Yet, a metric is needed to quantify the quality of the images and deconvolution of these extended objects at
finite distances; as well as to characterise the structure and brightness for un-symmetrical satellites in low Earth orbit.
This paper uses images collected of the International Space Station to investigate the use of the structural similarity
metric and the regional properties as potential satellite imaging metrics. Our results show that the similarity metric is
useful to characterise the orientation of the satellite relative to the observer, while the regional properties serve to
quantify the image quality and improvement due to deconvolution.

(25)

Improving the Efficient Neural Architecture Search via Rewarding Modifications
Ignazio Gallo, Gabriele Magistrali, Nicola Landro and Riccardo La Grassa
Nowadays, a challenge for the scientific community on deep learning is to design models architectures to obtain the
best performance on specific data sets. Building effective models is not a trivial task and it can be time-consuming.
Neural Architecture Search (NAS) has achieved remarkable results in deep learning field in the past few years. It involves
training a recurrent neural network (RNN) controller using Reinforcement Learning (RL) to automatically generate
architectures. Efficient Neural Architecture Search (ENAS) was created to address the prohibitively expensive
computational complexity of NAS. In this paper we propose Improved-ENAS (I-ENAS), a further improvement of ENAS
that exploits the performances obtained on the validation set as a reward, gratifying all the generated architectures
that offer an improvement in terms of accuracy and penalizing all the others. We have conducted many experiments
on different public domain datasets and demonstrated that I-ENAS, in the worst-case reaches the performance of ENAS,
but in many other cases it overcomes ENAS in terms of convergence time to get better accuracies.

(26)

Leveraging Linguistically-aware Object Relationshs and NASNet for Image Captioning
Naeha Sharif, Mohammad Jalwana, Mohammed Bennamoun, Wei Liu and Syed Afaq Ali Shah
Image captioning is a challenging vision-to-language task, which has garnered a lot of attention over the past decade.
The introduction of Encoder-Decoder based architectures expedited the research in this area and provided the
backbone of the most recent systems. Moreover, leveraging relationships between objects for holistic scene
understanding, which in turn improves captioning, has recently sparked interest among researchers. Our proposed
model encodes the spatial and semantic proximity of object pairs into linguistically-aware relationship embeddings.
Moreover, it captures the global semantics of the image using NASNet. This way, true semantic relations that are not
apparent in visual content of an image can be learned, such that the decoder can attend to the most relevant object
relations and visual features to generate more semantically-meaningful captions. Our experiments highlight the
usefulness of linguistically-aware object relations as well as NASNet visual features for image captioning.

(33)

A Tip-Tilt Mirror Control System for Partial Image Correction at UC Mount John Observatory
Jiayu Liu, Vishnu Anand Muruganandan, Richard Clare, Mar´ıa Cruz Ram´ırez Trujillo and Stephen Weddell
Astronomical images captured by ground-based telescopes, including at University of Canterbury Mount John
Observatory, are distorted due to atmospheric turbulence. The major constituents of atmospheric distortion are tip-tilt
aberrations. The solution to achieve higher resolution is to develop and install a tip-tilt mirror control system on groundbased telescopes. A realtime tip-tilt mirror control system measures and corrects for tip-tilt aberrations in optical
wavefronts. It effectively minimises the perturbation of the star image when observing with the aid of a telescope. To
the best of our knowledge, this is the first tip-tilt mirror control system to be applied at a New Zealand astronomical
observatory. This would extend the possibilities of correcting higher-order aberrations for 0.5 to 1.0 metre class,
ground-based telescopes.

(34)

Fast Portrait Segmentation of the Head and Upper Body
Seng Cheong Loke, Bruce A. MacDonald, Matthew Parsons and Burkhard C. Wünsche
Portrait segmentation is the process whereby the head and upper body of a person is separated from the background
of an image or video stream. This is difficult to achieve accurately, although good results have been obtained with deep
learning methods which cope well with occlusion, pose and illumination changes. These are however, either slow or
require a powerful system to operate in real-time. We present a new method of portrait segmentation called FaceSeg
which uses fast DBSCAN clustering combined with smart face tracking that can replicate the benefits and accuracy of
deep learning methods at a much faster speed. In a direct comparison using a standard testing suite, our method
achieved a segmentation speed of 150 fps for a 640x480 video stream with median accuracy and F1 scores of 99.96%
and 99.93% respectively on simple backgrounds, with 98.81% and 98.13% on complex backgrounds. The state-of-art
deep learning based FastPortrait / Mobile Neural Network method achieved 15 fps with 99.95% accuracy and 99.91%
F1 score on simple backgrounds, and 99.01% accuracy and 98.43 F1 score on complex backgrounds. An efficacy-boosted
implementation for FaceSeg can achieve 75 fps with 99.23% accuracy and 98.79% F1 score on complex backgrounds.
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(35)

Comparison of Face Detection Algorithms on Mobile Devices
Yishi Guo and Burkhard Wuensche
Face detection is a fundamental task for many computer vision applications such as access control, security,
advertisement, automatic payment, and healthcare. Due to technological advances mobile robots are becoming
increasingly common in such applications (e.g. healthcare and security robots) and consequently there is a need for
efficient and effective face detection methods on such platforms. Mobile robots have different hardware configurations
and operating conditions from desktop applications, e.g. unreliable network connections and the need for lower power
consumption. Hence results for face detection methods on desktop platforms cannot be directly translated to mobile
platforms. In this paper we compare four common face detection algorithms, Viola-Jones, HOG, MTCNN and
MobileNet-SSD, for use in mobile robotics using different face data bases. Our results show that for a typical mobile
configuration (Nvidia Jetson TX2) MobileNet-SSD performed best with 90\% detection accuracy for the AFW data set
and a frame rate of almost 10 fps with GPU acceleration. MTCNN had the highest precision and was superior for more
difficult face data sets, but did not achieve real-time performance with the given implementation and hardware
configuration.

(37)

Variational Autoencoder for 3D Voxel Compression
Juncheng Liu, Steven Mills and Brendan McCane
3D scene sensing and understanding is a fundamen- tal task in the field of computer vision and robotics. One widely
used representations for 3D data is a voxel grid. However, explicit representation of 3D voxels always requires large
storage space, which is not suitable for light-weight applications and scenarios such as robotic navigation and
exploration. In this paper we propose a method to compress 3D voxel grids using an octree representation and
Variational Autoencoders (VAEs). We first capture a 3D voxel grid – in our application with collaborating Realsense D435
and T265 cameras. The voxel grid is decomposed into three types of octants which are then compressed by the encoder
and reproduced by feeding the latent code into the decoder. We demonstrate the efficiency of our method by two
applications: scene reconstruction and path planing.

(39)

Human Action Recognition Using Deep Learning Methods
Zeqi Yu and Wei Qi Yan
The goal of human behavior recognition is to identify and understand the actions of people in videos and export
corresponding tags. In addition to spatial correlation existing in 2D images, actions in a video also own the attributes of
temporal coherence. Due to the complexity of human actions, e.g., the changes of perspectives, background noises,
and others will affect the recognition. In order to solve these thorny problems, three algorithms are designed and
implemented in this paper. Based on convolutional neural networks (CNN), Two-Stream CNN, CNN+LSTM, and 3D CNN
are harnessed to identify human actions in videos. Each algorithm is explicated and analyzed on details. HMDB-51
dataset is applied to test these algorithms and gain the best results. Experimental results demonstrate that the three
methods have effectively identified human actions in a given video, the best algorithm thus is selected.

(40)

Machine Learning with Synthetic Data -- a New Way to Learn and Classify the Pictorial Augmented Reality Markers
in Real-Time
Huy Le, Minh Nguyen and Weiqi Yan
The idea of Augmented Reality (AR) appeared in the early '60s, which recently received a large amount of public
attention. AR allows us to work, learn, play, and connect with the world around us both virtually and physically in realtime. However, picking the AR marker to match the users’ needs is one of the most challenging tasks due to different
marker encryption/decryption methods and essential requirements. Bar-code AR cards are fast and efficient, but they
do not contain much visual information; pictorial coloured AR card, on the other hand, is slow and not reliable. This
paper proposes a solution to obtain detectable arbitrary pictorial/colour AR cards in real-time by applying the benefit
of machine learning and the power of synthetic data generation techniques. This technique solves the issue of labourintensive tasks of manual annotations when building a massive training dataset of deep-learning. Thus, with a small
number of input of the AR-enhanced target figures (as few as one for each coloured card), the synthetic data generated
process will produce a deep-learning trainable dataset using computer-graphic rendering techniques (ten of thousands
from just one image). Second, the generated dataset is then trained with a chosen object recognition convolutional
neural network, acting as the AR marker tracking functionality. Our proposed idea works effectively well without
modifying the original contents (of the chosen AR card). The benefits of using synthetic data generated techniques help
us to improve the AR marker recognition accuracy and reduce the marker registration time. The trained model is
capable of processing video sequences at approximately 25 frames per second without GPU Acceleration, which is
suitable for AR experience on the mobile/web platform. We believed that it could be a promising low-cost AR approach
in many areas, such as education and gaming.
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(42)

Incorporating Human Body Shape Guidance for Cloth Warping in Model to Person Virtual Try-on Problems
Debapriya Roy, Sanchayan Santra and Bhabatosh Chanda
The world of retail has witnessed a lot of change in last few decades and with a size of 2.4 trillion the fashion industry
is way ahead of others in this aspect. With the blessings of technology like virtual try-on (vton) now even online
shoppers can virtually try a product before buying. However the current image based virtual try-on methods still has a
log way to go when it comes to produce realistic outputs. In general vton methods work in two stages, the first stage
warps the source cloth and the second stage merges the cloth with the person image for predicting the final try-on
output. While the second stage is comparatively easier to handle using neural networks but predicting an accurate warp
is difficult as mimicking actual human body deformation is challenging. A fundamental issue in vton domain is data.
Although lots of images of cloths are available over internet in either social media or e-commerce websites but most of
them are in the form of a human wearing the cloth. However the existing approaches are constrained to take separate
cloth image as the input source clothing. To address these problems we propose a model to person cloth warping
strategy, where the objective is to align the cloth of the model wearing it in a way that fits the target person. Thus
alleviating the need of separate cloth image. Compared to the existing approaches of warping our method shows
improvement especially in case of complex patterns of cloth. Rigorous experiments applied on various public domain
datasets establishes the efficacy of this method compared to benchmark methods.

(45)

Vehicle-Related Scene Segmentation Using CapsNets
Xiaoxu Liu, Wei Qi Yan and Nikola Kasabov
Understanding of traffic scenes is a significant research problem in the purview of computer vision. In this paper, we
present and implement a competent and robust scene segmentation model by using capsule network (CapsNet) as
basic framework. We collected a large number of image samples of Auckland traffic scenes on the motorway and
labelled the data for multiple classifications. The contribution of this paper is that our model gains advance
understanding based on pose and spatial relationship of the objects. At the same time, the techniques based on deep
learning dramatically diminish human manipulations by completing the training process through using a small size of
the training data.

(48)

Predicting Cherry Quality Using Siamese Networks
Yerren van Sint Annaland, Lech Szymanski and Steven Mills
The cherry industry is a rapidly growing sector of New Zealand’s export merchandise and, as such, the accuracy with
which pack-houses can grade cherries during processing is becoming increasingly critical. Conventional computer vision
systems are usually employed in this process, yet they fall short in many respects, still requiring humans to manually
verify the grading. In this work, we investigate the use of deep learning to improve upon the traditional approach. The
nature of the industry means that the grade standards are influenced by a range of factors and can change on a daily
basis. This makes conventional classification approaches infeasible (as there are no fixed classes) and the focus of our
work is constructing a model that can handle this. To do so, we convert the problem from classification to regression,
using a Siamese network trained with pairwise comparison labels. We extract the model embedded within to ultimately
predict continuous quality values for the fruit. Our model is able to predict which of two similar quality fruit is better
with over 88% accuracy, only 5% below the self-agreement of a human expert.

(49)

Deep Sheep: kinship assignment in livestock from facial images
Lech Szymanski and Michael Lee
For the non-farmer folk all sheep might look the same, but they are in fact morphologically quite different. Image
analysis has already demonstrated that computer-based facial recognition in livestock is very accurate. We investigate
the viability of deep learning for assigning kinship in livestock for genetic evaluation -- given two images of sheep faces,
our proposed model predicts their genetic relationship. In this work we present two CNN models: one for face detection
(reporting 80% accuracy) and one for kinship detection (reporting 68% balanced accuracy).

(50)

Shadow-based Light Detection for HDR Environment Maps
Andrew Chalmers and Taehyun Rhee
High dynamic range (HDR) environment maps (EMs) are spherical textures containing HDR pixels used for illuminating
virtual scenes with high realism. Detecting as few necessary pixels as possible within the EM is important for a variety
of tasks, such as real-time rendering and EM database management. To address this, we propose a shadow-based
algorithm for detecting the most dominant light sources within an EM. This algorithm takes into account the relative
impact of all other light sources within the upper-hemisphere of the texture. This is achieved by decomposing an EM
into superpixels, sorting the superpixels from brightest to least, and using $\ell0$-norm minimisation to keep only the
necessary superpixels that maintains the shadow quality of the EM. We show that our method improves upon prior
methods in detecting as few lights as possible while still preserving the shadow-casting properties of EMs.
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(51)

Automatically localising ROIs in hyperspectral images using background subtraction techniques
Munir Shah, Vanessa Cave and Marlon dos Reis
The use of snapshot hyperspectral cameras is becoming increasingly popular in agricultural scientific studies. One of
the key steps in processing experimental hyperspectral data is to precisely locate the sample material under study and
separate it from other background material, such as sampling instruments or equipment. This is very laborious work,
especially for hyperspectral imaging (HSI) scenarios where there might be a few hundred spectral images per sample.
In this paper we propose a multiple-background modelling approach for automatically localising the Regions of Interest
(ROIs) in hyperspectral images. The two key components of this method are i) modelling each spectral band individually
and ii) applying a consensus algorithm to obtain the final ROIs for the whole hyperspectral image. Our proposed
approach is able to achieve approximately a 14% improvement in ROIs detection in hyperspectral images compared to
traditional video background modelling techniques.

(52)

A machine learning approach for image retrieval tasks
Achref Ouni
Several methods based on visual methods (BoVW, VLAD, ...) or recent deep leaning methods try to solve the CBIR
problem. Bag of visual words (BoVW) is one of most module used for both classification and image recognition. But,
even with the high performance of BoVW, the problem of retrieval the image by content is still a challenge in computer
vision. In this paper, we propose an improvement on a bag of visual words for increasing the accuracy of the retrieved
candidates. In addition, we aims to reduce the signature construction time by exploiting the power the approximate
nearest neighbor algorithms (ANNs). Experimental results will be apply on widely data sets (UKB, Wang, Corel 10K) and
with different descriptors(CMI, SURF).

(53)

Pothole Detection and Dimension Estimation System using Deep Learning (YOLO) and Image Processing
Pranjal Chitale, Hrishikesh Shenai, Jay Gala, Kaustubh Kekre and Ruhina Karani
The world is advancing towards an autonomous environment at a great pace and it has become a need of an hour
especially during the current pandemic situation. The pandemic has hindered the functioning of many sectors, one of
them being Road development and maintenance. Creating a safe working environment for workers is a major concern
of road maintenance during such difficult time.This can be achieved to some extent with the help of an autonomous
system which will aim at reducing human dependency. In this paper, one of such systems, a pothole detection and
dimension estimation is proposed. The proposed system uses a Deep Learning based algorithm YOLO (You Only Look
Once) for pothole detection . Further, an image processing triangular similarity measure is used for pothole dimension
estimation. The proposed system provides fairly accurate results of both pothole detection and dimension estimation.
The proposed system also helps in reducing time required for road maintenance. The system uses a custom made
dataset consisting of images of water-logged and dry potholes of various shapes and sizes.

(58)

Voice Interaction for Augmented Reality Navigation Interfaces with Natural Language Understanding
Junhong Zhao, Christopher James Parry, Rafael dos Anjos, Craig Anslow and Taehyun Rhee
Voice interaction with natural language understanding (NLU) has been extensively explored in desktop computers,
handheld devices, and human-robot interaction. However, there is limited research into voice interaction with NLU in
augmented reality (AR). There are benefits of using voice interaction in AR, such as high naturalness and being handsfree. In this project, we introduce VOARLA, an NLU-powered AR voice interface, which navigate courier driver delivery
a package. A user study was completed to evaluate VOARLA against an AR voice interface without NLU to investigate
the effectiveness of NLU in the navigation interface in AR. We evaluated from three aspects: accuracy, productivity, and
commands learning curve. Results found that using NLU in AR increases the accuracy of the interface by 15%. However,
higher accuracy did not correlate to an increase in productivity. Results suggest that NLU helped users remember the
commands on the first run when they were unfamiliar with the system. This suggests that using NLU in an AR handsfree application can make the learning curve easier for new users.

(59)

Progress towards imaging biological filaments using X-ray free-electron lasers
Romain Arnal, David Wojtas and Rick Millane
X-ray free-electron lasers (XFELs) are opening new frontiers in structural biology. The extreme brilliance of these highly
coherent X-ray sources allows for ever smaller crystals to be used while still being able to diffract enough photons to
provide sufficient data for structure determination. Biomolecules arranged into filaments are an important class of
targets that are expected to greatly benefit from the continuous improvements in XFEL capabilities. Here we first review
some of the state-ofthe-art research in using XFELs for the imaging of biological filaments. Extrapolating current trends
towards single particle imaging, we consider an intermediate case where diffraction patterns from single filaments can
be measured and oriented to form a 3D dataset. Prospects for using iterative projection algorithms (IPAs) for ab initio
phase retrieval with such data collected from single filaments are illustrated by the reconstruction of the electron
density of a B-DNA structure from simulated, noisy XFEL data.
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(60)

Confidence-based Local Feature Selection for Material Classification
Sixiang Xu, Damien Muselet, Alain Trémeau and Robert Laganière
With the rise of Convolutional Neural Network(CNN) in the recent years, image classification has shown outstanding
performances in the computer vision field. Many well-known state of the art’s CNN architectures such as the ResNet
family are applying a Global Average Pooling (GAP) to reduce the number of parameters of the fully connected layers.
Most of the time, this pooling operation helps to prevent overfitting but we claim that it has a serious weakness for
specific images where small details are crucial to predict their category, such as material images. In this case, the details
are lost in the global average, providing non accurate global features. In this paper, we propose to select the most
important local features before applying the GAP. In this aim, we add a branch in the classification network that predicts
the confidence the network should have in each local feature vector. The less confident features are filtered out before
applying the GAP. Experimental results on three datasets show that our approach outperforms recent alternatives in
terms of classification accuracy and output probability calibration.

(62)

Wavelet Based Thresholding for Fourier Ptychography Microscopy
Nazabat Hussain, Mojde Hasanzade, Dag Werner Breiby and Muhammad Nadeem Akram
Computational microscopy algorithms can be used to improve resolution by synthesizing a bigger numerical aperture.
Fourier Ptychographic (FP) microscopy utilizes multiple exposures, each illuminated with a unique incidence angle
coherent source. The recorded images are often corrupted with background noises and preprocessing improves the
quality of the FP recovered image. The preprocessing involves data denoising, thresholding and intensity balancing. We
propose a wavelet-based thresholding scheme for noise removal. Any image can be decomposed into its coarse
approximation, horizontal details, vertical details, and diagonal details using suitable wavelets. The details are extracted
to find a suitable threshold, which is used to perform thresholding. In the proposed algorithm, two wavelets families,
Daubechies and Biorthogonal with compact support of db4, db30, bior2.2 and bior6.8, have been used in conjunction
with ptychographic phase retrieval. The obtained results show that the wavelet-based thresholding significantly
improves the quality of the reconstructed FP microscopy image.

(65)

Visual Object Tracking in Spherical 360° Videos: A Bridging Approach
Simon Finnie, Fang-Lue Zhang and Taehyun Rhee
We present a novel approach for adapting existing visual object trackers (VOT) to work for equirectangular video,
utilizing image reprojection. Our system can easily be integrated with existing VOT algorithms, significantly increasing
the accuracy and robustness of tracking in spherical 360\textdegree{} environments without requiring retraining. Our
adapted approach involves the orthographic projection of a subsection of the image centered around the tracked object
each frame. Our projection reduces the distortion around the tracked object each frame, allowing the VOT algorithm
to more easily track the object as it moves.

(66)

Defects Detection in Highly Specular Surface using a Combination of Stereo and Laser Reconstruction
Arpita Dawda and Minh Nguyen
Product inspection is an indispensable tool of the current manufacturing process. It helps maintain the quality of the
product and reduces manufacturing costs by eliminating scrap losses. In the modern era, the inspection process also
needs to be automatic, fast and accurate. "Machine vision is the technology and methods used to provide imagingbased automatic inspection and analysis." However, highly specular (mirror-like) surfaces are still proven to be the
limitation of many state-of-art three-dimensional (3D) reconstruction approaches. The specularity of the outer surface
makes it difficult to 3D reconstruct the product model accurately. Along with accurate measurements, it is also essential
to detect defects such as dents, bumps, cracks and scratches present in a product. As these defects are palpable and
are not visible by the camera, it is tough to detect them using vision-based inspection techniques in ambient lighting
conditions. This paper presents an automated defect detection technique using the concepts of laser line projection
and stereo vision. This research activity came up as an evolution of a previous study in which, the ideas of stereo-vision
reconstruction and laser line projection were used, for accurate 3D measurement of highly specular surfaces. The 3D
measurement technique has been improvised during this research. In this paper, the detection of three defect types
(Dents, Scratches and Bumps) are examined in ambient lighting conditions. In the end, the output 3D profile of the
defected product is compared with the non-defective product for accuracy evaluation.

(67)

Real Time Ray Tracing of Analytic and Implicit Surfaces
Finn Petrie and Steven Mills
Real-time ray-tracing debuted to consumer GPU hardware in 2018. Primary examples however, have been of hybrid
raster and ray-tracing methods that are restricted to triangle mesh geometry. Our research looks at the viability of
procedural methods in the real-time setting. We give implementations of analytical and implicit geometry in the domain
of the global illumination algorithms bi-directional path-tracing, and GPU Photon-Mapping -- both of which we have
adapted to the new ray-tracing shader stages, as shown in Figure 1. Despite procedural intersections being more
expensive than triangle intersections in Nvidia's RTX hardware, our results show that these descriptions still run at
interactive rates within computationally expensive multi-pass ray-traced global illumination and demonstrate the
practical benefits of the geometry, see our video https://youtu.be/BNgyTUypF7k for examples.
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(68)

Automated Monitoring in Maritime Video Surveillance System
Mrunalini Nalamati, Nabin Sharma, Saqib Muhammad and Michael Blumenstein
Maritime surveillance for intruders/illegal activities requires monitoring of a large area of the coastline. This task being
manually exhaustive, would benefit immensely by application of object detection techniques to surveillance videos.
However, object detection models trained on general objects datasets cannot be expected to give best performance
for this scenario as marine vessels are only a small subset of these huge datasets and also do not classify the specific
type of sea vehicle. Hence, their benchmarks are not appropriate for maritime surveillance. Some studies have been
done with applications of Convolutional Neural Networks (CNN) for ship/boat detection on private and publicly
available sea vessels datasets. This paper presents a summary of the benchmarks so far and presents our experiments
of the latest object detection techniques for combined marine vessels dataset. A survey of the currently available
datasets is also given. Results of our experiments in terms of mean Average Precision (mAP) and Frames Per Second
(FPS) are presented.

(69)

Predicting physician gaze in clinical settings using optical flow and positioning
Arun Gopal Govindaswamy, Enid Montague, Daniela Raicu and Jacob Furst
Electronic health record systems used in clinical settings to facilitate informed decision making, affects the dynamics
between the physician and the patient during clinical interactions. The interaction between the patient and the
physician can impact patient satisfaction, and overall health outcomes. Gaze during patient-doctor interactions was
found to impact patient-physician relationship and is an important measure of attention towards humans and
technology. This study aims to automatically label physician gaze for video interactions which is typically measured
using extensive human coding. In this study, physicians’ gaze is predicted at any time during the recorded video
interaction using optical flow and body positioning coordinates as image features. Findings show that physician gaze
could be predicted with an accuracy of over 83%. Our approach highlights the potential for the model to be an
annotation tool which reduces the extensive human labor of annotating the videos for physician’s gaze. These
interactions can further be connected to patient ratings to better understand patient outcomes.

(74)

Evolutionary Algorithm Based Residual Block Search for Compression Artifact Removal
Rishil Shah
Lossy image compression is ubiquitously used for storage and transmission at lower rates. The JPEG compression
standard is the most popular image compression technique used in the multimedia world. Over the years, numerous
methods have been proposed to suppress the compression artifacts introduced in JPEG-compressed images. However,
all the existing learning based approaches have deep convolutional neural networks (CNNs) manually-designed by
researchers. The network design process requires expertise and extensive computational resources to carry out
experiments. Focusing on this issue, we investigate evolutionary search for finding the optimal residual block based
architecture for artifact removal. Firstly, we define a residual network structure and its corresponding genotype
representation used in the search. Secondly, we provide details of the evolutionary algorithm and the multi-objective
function used to find the optimal residual block architecture. Finally, we present experimental results to indicate the
effectiveness of our approach and compare performance with existing artifact removal networks. The proposed
approach is scalable and portable to numerous low-level vision tasks.

(75)

Edge-Aware Convolution for RGB-D Image Segmentation
Rongsen Chen, Fang-Lue Zhang and Taehyun Rhee
Convolutional Neural Networks using RGB-D images as input have shown superior performance in recent research in
the field of semantic segmentation. In RGB-D data, the depth channel encodes information from the 3D spatial domain,
which has an inherent difference with the color channels. It thus needs to be treated in a special way, rather than just
processed as another channel of the input signal. Under this purpose, we propose a simple but not trivial edge-aware
convolutional kernel to utilize the geometric information contained in the depth channel to extract feature maps in a
more effective manner. The edgeaware convolutional kernel is built upon regular convolutional kernel, thus, it can be
used to restructure existing CNN models to achieve stable and effective feature extraction for RGB-D data. We compare
our result with a previous method that is closely related to our to show our method can provide more effective and
stable feature extraction.

(77)

A Review of Emerging Video Codecs: Challenges and Opportunities
Amal Punchihewa and Donald Bailey
This paper presents a review of video codecs that are in use and currently being developed, the codec development
process, current trends, challenges and opportunities for the research community. There is a paradigm shift in video
coding standards. Concurrently, multiple video standards are standardised by standardising organisations. At the same
time, royalty free video compression standards are being developed and standardised. Introduction of enhancementlayer-based coding standards will extend the lifetime of legacy video codecs finding middle ground in improved coding
efficiency, computational complexity and power requirements. The video coding landscape is changing that is
challenged by emergence of multiple video coding standards for different use cases. These may offer some
opportunities for coding industry, especially for New Zealand researchers serving niche markets in video games,
computer generated videos and animations.
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(79)

Evaluating Learned State Representations for Atari
Adam Tupper and Kourosh Neshatian
Deep reinforcement learning, the combination of deep learning and reinforcement learning, has enabled the training
of agents that can solve complex tasks from visual inputs. However, these methods often require prohibitive amounts
of computation to obtain successful results. To improve learning efficiency, there has been a renewed focus on
separating state representation and policy learning. In this paper, we investigate the quality of state representations
learned by different types of autoencoders, a popular class of neural networks used for representation learning. We
assess not only the quality of the representations learned by undercomplete, variational, and disentangled variational
autoencoders, but also how the quality of the learned representations is affected by changes in representation size. To
accomplish this, we also present a new method for evaluating learned state representations for Atari games using the
Atari Annotated RAM Interface. Our findings highlight differences in the quality of state representations learned by
different types of autoencoders and their robustness to reduction in representation size. Our results also demonstrate
the advantage of using more sophisticated evaluation methods over assessing reconstruction quality.

(84)

CoCoNet: A Collaborative Convolutional Network applied to fine-grained bird species classification
Tapabrata Chakraborty, Brendan McCane, Steven Mills and Umapada Pal
We present an end-to-end deep network for fine-grained visual categorization called Collaborative Convolutional
Network (CoCoNet). The network uses a collaborative layer after the convolutional layers to represent an image as an
optimal weighted collaboration of features learned from training samples as a whole rather than one at a time. This
gives CoCoNet more power to encode the fine-grained nature of the data with limited samples. We perform a detailed
study of the performance with 1-stage and 2-stage transfer learning. The ablation study shows that the proposed
method outperforms its constituent parts consistently. CoCoNet also outperforms few recent competing methods.
Experiments have been performed on the fine-grained bird species classification problem as a representative example,
but the method may be applied to other similar tasks. We also introduce a new public dataset for fine-grained species
recognition, that of Indian endemic birds and have reported initial results on it.

(89)

Detection and classification of opened and closed flowers in grape inflorescences using Mask R-CNN
Kapila Pahalawatta, Jaco Fourie, Amber Parker, Peter Carey and Armin Werner
Accurate measurements of the change in total flower count, and the ratio of opened to closed flowers per inflorescence
with time, play an important role in studying phenological changes of inflorescences over time. The duration of
flowering has an important role in the resulting fruitset and yield. Automation of the flower counting process with
inflorescence images, using image processing and morphological tools, is a challenging problem. This is because it
involves the processing of images with varying image qualities, and also because of the close similarity in images
between the two classes of interests, opened and closed flowers. Our aim is to build a system with one of the most
promising deep learning object detection networks, Mask R-CNN, to detect the individual instances of the above two
classes separately using the images with no prior alterations. The system should be tested with the images taken with
different illumination levels, different backgrounds, and with different scales. Our system was tested with images taken
in three consecutive flowering seasons (2018, 2019 and 2020) and showed promising results. These tests also
highlighted areas that can be improved to ensure better accuracy.

(92)

Plant Trait Segmentation for Plant Growth Monitoring
Abhipray Paturkar, Gourab Sen Gupta and Donald Bailey
3D point cloud segmentation is an important step for plant phenotyping applications for further analysis. The
segmentation should be able to segment the various plant traits such as leaves and stem robustly. Also, it is important
for the segmentation method to work on range of plant architectures with good accuracy and computation time. In this
paper, we propose a segmentation method using Euclidean distance to segment the point cloud generated using a
structure-from-motion algorithm. The proposed algorithm requires no prior information about the point cloud.
Experimental results illustrates that our proposed method can effectively segment the plant point cloud irrespective of
its architecture and growth stage. The proposed method has outperformed the standard methods in terms of
computation time and segmentation quality.

(93)

History and Evolution of Single Pass Connected Component Analysis
Donald Bailey
The techniques for single pass connected component analysis have undergone significant changes from their initial
development to current state-of-the-art algorithms. This review traces the evolution of the algorithms, and explores
the linkages and development of ideas introduced by various researchers. Three significant developments are: the
recycling of labels to enable processing with resources proportional to the image width; reduction of overheads
associated with label merging; and processing of multiple pixels in parallel. It is of particular interest to those developing
high speed image processing and machine vision systems.
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(94)

Isotropic Remeshing by Dynamic Voronoi Tessellation on Voxelized Surface
Ashutosh Soni and Partha Bhowmick
A novel algorithm for isotropic remeshing of a triangle mesh is presented in this paper. The algorithm is designed to
work on a voxelized surface and integrates several novel ideas. One such is the the notion of functional partitioning,
which aids in uniform distribution of seeds for initializing the process of dynamic Voronoi tessellation (DVT). The
concept of DVT is also novel and found to be quite effective for iteratively transforming the input mesh into an isotropic
mesh while keeping the tessellation aligned with the surface geometry. In each iteration, a Voronoi energy field is used
to rearrange the seeds and to recreate the DVT. Over successive iterations, the DVT is found to keep on improving the
mesh isotropy without compromising with the surface features. The Delaunay triangles corresponding to the final
tessellation are further subdivided in high-curvature regions. The resultant mesh is finally projected back onto the
original mesh in order to minimize the Hausdorff error. As our algorithm works in voxel space, it is readily
implementable in GPU for all associated computations. Experimental results on various datasets demonstrate its
efficiency and robustness.

(96)

An Optimisation Technique for the Detection of Safety Attributes Using Roadside Video Data
Pubudu Sanjeewani and Brijesh Verma
Detection of roadside safety attributes plays an important role in road rating and improving road safety. In our previous
research we have developed a technique for roadside attribute detection, however accuracy varies based on selected
parameters so the main challenge is to develop a technique that can find optimal parameters. In this paper, we propose
a parameter optimization technique that can optimize a Fully Convolutional Network (FCN) for road safety attribute
detection. The technique incorporates an Evolutionary Algorithm (EA) as it is able to locate the global optimum in the
search space and constructs better approximations to a solution than other optimization techniques. The aim is to
optimize a number of parameters such as attribute image size, number of epochs, learning algorithms, number of layers,
pooling types and activation functions. The proposed technique has been evaluated on road safety attributes data
provided by our industry partner. The experimental results show that the proposed technique can automatically find
the best parameters to achieve highest accuracy for road safety attributes. The best combination of parameters
selected by the proposed technique for various safety attributes achieves a classification accuracy of 85-100%.

(97)

Class Probability-based Visual and Contextual Feature Integration for Image Parsing
Basim Azam, Ranju Mandal, Ligang Zhang and Brijesh Verma
Deep learning networks have become one of the most promising architectures for image parsing tasks. Although
existing deep networks consider global and local contextual information of the images to learn coarse features
individually, they lack automatic adaptation to the contextual properties of scenes. In this work, we present a visual
and contextual feature-based deep network for image parsing. The main novelty is in the 3-layer architecture which
considers contextual information and each layer is independently trained and integrated. The network explores the
contextual features along with the visual features for class label prediction with class-specific classifiers. The contextual
features consider the prior information learned by calculating the co-occurrence of object labels both within a whole
scene and between neighboring superpixels. The class-specific classifier deals with an imbalance of data for various
object categories and learns the coarse features for every category individually. A series of weak classifiers in
combination with boosting algorithms are investigated as classifiers along with the aggregated contextual features. The
experiments were conducted on the benchmark Stanford background dataset which showed that the proposed
network produced highest average accuracy and comparable global accuracy.

(98)

Heating Patterns Recognition in Industrial Microwave-Processed Foods
Sowmya Kasturi, Steven Le Moan and Donald Bailey
Recognition or identification of hot and cold spot heating patterns in microwave-processed pre-packaged food products
is crucial to determine experimental repeatability and design better and safer food treatment systems. This review
focusses on computer vision-based methods for heating patterns recognition from the literature along with their
limitations. A preliminary kinetics study to correlate colour to varied timetemperature combinations is also discussed.

(99)

Multi-View Stereo Evaluation for Fine Object Reconstruction
Casey Peat, Oliver Batchelor and Richard Green
Current stereo matching methods based on end to end learning frameworks have shown strong results in the field of
depth estimation, bringing significant improvements in robustness as well as flexibility in accuracy and evaluation time
trade-off. In this line of research we observe that the two sub-fields of binocular, and multi-view stereo have converged
and are based on fundamentally the same architectures. In this work we aim to perform an objective comparison of
these methods, controlling for architecture, and accounting for the rectification process typically used in binocular
stereo. To our knowledge there is no prior work directly comparing the two. We aim to measure the performance of
matching between rectified pairs, and plane-sweep based multi-view stereo. We test a range of camera configurations
and studying the effectiveness of additional cameras in the context of a synthetic multi-view stereo dataset developed
for evaluating 3D reconstruction in agriculture.
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(106)

Experimental Validation of Bias in Checkerboard Corner Detection
Matthew Edwards, Michael Hayes and Richard Green
The sub-pixel corner refinement algorithm in OpenCV is widely used to refine checkerboard corner location estimates
to sub-pixel precision. This paper shows using both simulations and a large dataset of real images that the algorithm
produces estimates with significant bias and noise which depend on the sub-pixel corner location. In the real images,
the noise ranged from around 0.013 px at the pixel centre to 0.0072 px at the edges, a difference of around 1.8x. The
bias could not be determined from the real images due to residual lens distortion; in the simulated images it had a
maximum magnitude of 0.043 px.

(109)

Melanoma and Nevi Classification using Convolution Neural Networks
Robert Grove and Richard Green
Early identification of melanoma skin cancer is vital for the improvement of patients’ prospects of five year disease free
survival. The majority of malignant skin lesions present at a general practice level where a diagnosis is based on a clinical
decision algorithm. As a false negative diagnosis is an unacceptable outcome, clinical caution tends to result in a low
positive predictive value of as low at 8%. There has been a large burden of surgical excisions that retrospectively prove
to have been unnecessary. This paper proposes a method to identify melanomas in dermoscopic images using a
convolution neural network (CNN). The proposed method implements transfer learning based on the ResNet50 CNN,
pretrained using the ImageNet dataset. Datasets from the ISIC Archive were implemented during training, validation
and testing. Further tests were performed on a smaller dataset of images taken from the Dermnet NZ website and from
recent clinical cases still awaiting histological results to indicate the trained network’s ability to generalise to real cases.
The 86% test accuracy achieved with the proposed method was comparable to the results of prior studies but required
significantly less pre-processing actions to classify a lesion and was not dependant on consistent image scaling or the
presence of a scale on the image. This method also improved on past research by making use of all of the information
present in an image as opposed to focusing on geometric and colour-space based aspects independently.

(110)

Automatic Identification of Diatom Morphology using Deep Learning
Dana Lambert and Richard Green
This paper proposes a method to automatically identify diatom frustules using nine morphological categories. A total
of 7092 images were used from NIWA and ADIAC with related taxa data to create training and test sets. Different
augmentations and image processing methods were used on the training set to see if this would increase accuracy.
Several CNNs were trained over a total of 50 epochs and the highest accuracy model was saved based on the validation
set. Resnet-50 produced the highest accuracy of 94% which is not as accurate as a similar study which achieved 99%
however this was for a slightly different classification problem.

(111)

A Graph-Based Approach to Automatic Convolutional Neural Network Construction for Image Classification
Gonglin Yuan, Bing Xue and Mengjie Zhang
Convolutional neural networks (CNNs) have achieved great success in the image classification field in recent years.
Usually, human experts are needed to design the architectures of CNNs for different tasks. Evolutionary neural network
architecture search could find optimal CNN architectures automatically. However, the previous representations of CNN
architectures with evolutionary algorithms have many restrictions. In this paper, we propose a new flexible
representation based on the directed acyclic graph to encode CNN architectures, to develop a genetic algorithm (GA)
based evolutionary neural network architecture, where the depth of candidate CNNs could be variable. Furthermore,
we design new crossover and mutation operators, which can be performed on individuals of different lengths. The
proposed algorithm is evaluated on five widely used datasets. The experimental results show that the proposed
algorithm achieves very competitive performance against its peer competitors in terms of the classification accuracy
and number of parameters.

(112)

Classifying Bird Feeder Photos

Sarah Kennelly and Richard Green
Orange Fronted Parakeets are New Zealand native birds which are critically endangered. The Department of
Conservation has a dedicated team to keep these birds protected. Their work includes manually classifying bird-feeder
photos to investigate which parakeets visit the feeders. This paper proposes a method to classify bird-feeder images
into parakeets, other birds and empty feeders. Two methods were proposed, both of which used a Convolutional Neural
Network (CNN) to classify images. These were a single-pipe multiclass classification and a two-pipe classification. The
single pipe classification determined whether the image contained a parakeet, other bird or was empty. The two-pipe
method classified the image into bird and empty and then classified the image into other bird and parakeet. The
proposed model was pretrained on the ImageNet database using ResNet18. This model was then fine-tuned on the bird
feeder data base. Each image underwent normalization, a random resized crop and a random horizontal flip. The testing
true positive accuracy of the single-pipe model was 96.53% accurate. While the two-pipe model achieved an accuracy
of 97.99%. Both these models outperformed the previous model which had an accuracy of 89%.
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(113)

Salient Motion Features for Visual Attention Models
Aisha Ajmal, Harith Al-Sahaf and Christopher Hollitt
The human vision system (HVS) pays more attention to the moving objects than the static areas. Due to this fact, motion
becomes one of the important features of the visual attention model. In this paper, we have integrated motion features
with the visual computational model to detect salient moving objects. To implement this objective, several sub-features
such as colour, colour change between different frames, optical flow estimation and background subtraction are
explored and integrated using arithmetic operation. Here, pyramidal and non-pyramidal approaches are used to analyse
these features. Our study concludes that multiplication is a better operation for feature integration. The experiments
revealed that the individual colour feature gives low precision-recall scores. However, integrating this colour feature
with other features has positive impact on the performance of detecting moving salient objects.

(114)

Development of a Virtual Environment Based Image Generation Tool for Neural Network Training
Rodrigo Terpan Arenas, Patrice Delmas and Alfonso Gastelum Strozzi
We present a computational tool to generate visual and descriptive data used as additional training images for neural
networks involved in image recognition tasks. The work is inspired by the problem posed to acquire enough data to
train service robots with a goal to improve the range of objects in the environment with which they can interact. The
tool provides a framework that allows users to easily setup different environment with the visual information needed
for the training, accordingly to their needs. The tool was developed with the Unity engine, and it was designed to be
able to import external prefabs. These models are standardized and catalogued into lists accessed to create more
complex and diverse virtual environment. Another component of the tool adds another layer of complexity by creating
randomized environments with different conditions (scale, position and orientation of objects, and environmental
illumination). The performance of the created dataset was tested on the YOLOV3 architecture for training tasks.
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